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Overview of the course

This year focuses on banking with some basic materials necessary to
understand the banking literature covered first -> topics: agency
problems, coordination games, and banking (including traditional
finance and economics literature on banking as well as the accounting
literature studying the role of accounting disclosure in banking)

Introduce contracting as another solution to frictions in the economy
(last year mostly focuses on market solution via pricing)

Periodic problem sets: can use Mathematica (you can find tutorials
on Mathematica here).

Final exam

Comprehensive and similar to problem sets
Serves as a preparation for the qualifying exams
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Introduction to the basic moral hazard problems

Two types of frictions: unobservable action versus unobservable
information

Last year the main focus is on unobservable information but at least
one observable action-> making inference of unobservable information
from the observable action (think of the Texas Holdem example)

This year the main focus is on unobservable action and (sometimes)
unobservable information -> making it incentive compatible to
choose the desired action and reveal the information truthfully

Incentive compatibility generates distortions from first-best (when
such distortions is not place)
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General insight of the basic moral hazard problem

There is a principal and an agent -> the principal delegates the
execution of a task to the agent

The performance of the task depends on the agent’s effort, which is
unobservable to the principal but there is some outcome that is
observable

The principal designs a contract based on the observable outcome to
induce the agent to carry out the principal’s desirable action
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General insight of the basic moral hazard problem-
continued

Three cases when the unobservable action does not generate a
distortion

The outcome is a deterministic function of the effort (think of outcome
x = a+ 2 where a is the unobservable action) -> as if a is observable
The outcome is a stochastic function of the effort but the support of
the outcome distribution varies with effort (think of outcome x as
distributed between 10 and 100 with high effort and distributed
between 0 and 90 with low effort -> set infinitely large penalty when
observing outcome between 0 and 9 -> induce the agent to exert high
effort)
The agent is risk-neutral -> just sell the firm to the agent and the
agent will bear all of the outcome risk -> the agent will exert the
optimal effort level to maximize the firm value
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General insight of the basic moral hazard problem-
continued

Outside of the three cases there will be distortions.

Basic intuition: if the principal wants the agent to exert high effort
-> the principal needs to provide the agent higher payments on high
outcome (as high outcome is more likely to be indicative of high
effort) -> the agent bears a lot of risk with respect to the payment
-> but the agent is more risk averse than the principal (think of the
agent as a manager and the principal as dispersed shareholders) ->
hence the distortion due to suboptimal risk sharing

This distortion applies to the model when the principal is less
risk-averse than the agent (and very often the principal is assumed
risk-neutral) -> we will see a different form of distortion when both
the principal and the agent are risk-neutral but the agent has limited
liability (which is equivalent to assuming risk-averse agent as this is
equivalent to imposing negative infinite utility for very low payments)
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Technical setup - based on Holmstrom (1979)

The agent takes an action unobservable to the principal, denoted as
a ∈ A.
What is observable is an outcome x = x(a, θ) ∈ X where θ is a
random variable so that 1) x is not a deterministic function of a; and
2) the support of x does not vary with a

The principal’s utility function is G (w) with G ′′ ≤ 0 and the agent’s
utility function is H(w , a) = U(w)− V (a) with U ′′ < 0 (so the
agent is strictly risk-averse), V ′ > 0, and xa ≥ 0 (higher effort results
in higher outcome, when keeping θ constant)
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The principal’s problem

The principal can only contract on x . The principal wants to
maximize her utility subject to two constraints: 1) the agent would
like to work for her (the individual rationality constraint or IR); and 2)
the agent would find it incentive compatible to exert the action that
the principal would like (the incentive compatibility constraint or IC)
-> as if the principal can choose what action the agent will take

Technically the problem is

Max
s(x ),a

E [G (x − s(x))] s.t.

E [H(s(x), a)] ≥ H, (IR)
and

a ∈ argmax
a′

E [H(s(x), a′]. (IC)
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Solving for the principal’s problem

Note that x is a random variable (due to its dependence on θ) so we
can suppress θ and denote the density function of x as f and
cumulative distribution function as F . xa ≥ 0 now translates into
Fa ≤ 0 (higher effort results in the distribution of x shifting to the
right in the sense of first order stochastic dominance). Rewrite the
optimization problem, noting that H(s(x), a) = U(s(x))− V (a)
results in

Max
s(x ),a

∫
G (x − s(x))f (x , a)dx s.t.

∫
[U(s(x)− V (a)]f (x , a)dx ≥ H, (IR)
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Solving for the principal’s problem -continued

and ∫
U(s(x)fa(x , a)dx =

∫
V ′(a)f (x , a)dx = V ′(a). (IC)

where we replace the original IC with the first order condition,
denoted the first-order approach (there are some technical issues
regarding whether this approach is valid, which we ignore for the rest
of the course).
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Solving for the principal’s problem - continued

Let λ be the Lagrangian multiplier for IR and µ be the Lagrangian
multiplier for IC. Then we can write the Lagrangian of the principal’s
optimization problem as

L(s(x), a) =
∫
G (x − s(x))f (x , a)dx

+λ[
∫
[U(s(x)− V (a)]f (x , a)dx −H ]

+µ[
∫
U(s(x)fa(x , a)dx − V ′(a)].
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Solving for the principal’s problem - continued

Pointwise optimization (again there are technical issues we ignore)
with respect to s(x) results in

∂L
∂s(x)

= −G ′(x − s(x))f (x , a) + λU ′(s(x))f (x , a)

+µU ′(s(x))fa(x , a)

= 0,

which is equivalent to

G ′(x − s(x))
U ′(s(x))

= λ+ µ
fa(x , a)
f (x , a)

.
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Solving for the principal’s problem - continued

For first-best (i.e., when the action is observable) then we do not
need IC, or equivalently IC is not binding, resulting in µ = 0.

Therefore, first best results in G ′(x−s(x ))
U ′(s(x )) = λ. If we further assume

that the principal is risk-neutral, then G is linear and G ′ is some
constant k for any x -> U ′(s(x)) = k

λ -> s(x) independent of x ->
constant wage as the risk-averse agent should bear none of the risk
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Key result - constant wage contract suboptimal when
action unobservable (Proposition 1)

Proposition 1: Assume V ′ > 0 and Fa ≤ 0, then µ > 0 -> IC binds
and wage is not a constant of outcome.
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Proof of Proposition 1

Proof: Suppose µ ≤ 0, then denoting r(x) ≡ x − s(x) (i.e., the
amount the principal gets), the first order condition can be rewritten
as

G ′(r(x))
U ′(x − r(x)) = λ+ µ

fa(x , a)
f (x , a)

≤ λ =
G ′(rλ(x))

U ′(x − rλ(x))
,

for all x ∈ X+ = {x ∈ X |fa(x , a) ≥ 0}, where rλ(x) is the amount
the principal gets in the first-best case (i.e., when IC is not binding).
Since G ′(r (x ))

U ′(x−r (x )) is a (weakly) decreasing function of r for any given x ,

we have r(x) ≥ rλ(x) as well as rλ(x) strictly increasing in x
∀x ∈ X+.
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Proof of Proposition 1, continued

Proof: We can similarly prove that r(x) < rλ(x) and rλ(x) strictly
increasing in x ∀x ∈ X− = {x ∈ X |fa(x , a) < 0}. This results in∫

G (r(x))fa(x , a)dx ≥
∫
G (rλ(x))fa(x , a)dx > 0,

where the last inequality is due to∫
G (rλ(x))fa(x , a)dx

= G (rλ(x))Fa|max(X )min(X ) −
∫
G ′(rλ(x))r

′
λ(x)Fa(x , a)dx

= −
∫
G ′(rλ(x))r

′
λ(x)Fa(x , a)dx > 0,

where r is some constant of x and the above inequality is due to
rλ(x) strictly increasing in x and Fa(x , a) ≤ 0 with strict inequality
for some x .
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Proof of Proposition 1, continued

In addition, µ is given by (from optimal control theory)∫
G (x − s(x))fa(x , a)dx + µ[

∫
U(s(x))faa(x , a)dx − V ′′(a)] = 0.

Second order condition with respect to a of the IC condition results in∫
U(s(x))faa(x , a)dx − V ′′(a) < 0. Therefore,∫
G (x − s(x))fa(x , a)dx > 0 combined with µ ≤ 0 results in the

above equation not being satisfied, resulting in contradiction.
Therefore µ > 0.

Intuition: constant wage results in no incentive for the agent to exert
effort so the IC constraint has to bind-> if r(x) = rλ(x),

fa(x ,a)
f (x ,a) = 0,

implying that effort cannot affect the distribution of final outcome ->
no incentive to exert effort if effort is costly.

Xu Jiang () BA 932 Session 1 Basic Moral Hazard Models January 16th, 2024 17 / 49



The value of additional information

Suppose there are now two noisy performance measures, output x ,
and another signal y . When would contracting on y provide strictly
positive incremental value (it will always provide weakly positive value
as one can always ignore y) -> in a decision-making context y has
strictly positive incremental value if y is not dominated by x in a
Blackwell sense
Now consider the optimal contract based on both x and y . Solving
for the optimization in a similar fashion results in

G ′(x − s(x , y))
U ′(s(x , y))

= λ+ µ
fa(x , y , a)
f (x , y , a)

y has no value ⇔ s(x , y) depends only on x ⇔ fa(x ,y ,a)
f (x ,y ,a) = h(x , a) for

some h, i.e., independent of y ⇔ ∂ ln f (x ,y ,a)
∂a = h(x , a) ⇔

f (x , y , a) = g(x , y)× h(x , a) where h(x , a) = eh(x ,a) ≥ 0.
f (x , y , a) = g(x , y)× h(x , a) has a statistical interpretation, x is a
suffi cient statistic for x and y given a.
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The value of additional information - continued

Holmstrom (1979) shows that y has no incremental value if and only
if x is a suffi cient statistic for x and y given a.
Proof of if part: suppose that x is a suffi cient statistic for x and y
given a, then for any contract s(x , y), define s(x) so that∫
U(s(x , y))g(x , y)dy =

∫
U(s(x))g(x , y)dy = U(s(x))

∫
g(x , y)dy ,

implying that ∫ ∫
U(s(x , y))f (x , y , a)dxdy

=
∫ ∫

U(s(x , y))g(x , y)× h(x , a)dxdy

=
∫ ∫

U(s(x , y))g(x , y)dyh(x , a)dx

=
∫ ∫

g(x , y)dyU(s(x))h(x , a)dx ,

therefore using s(x) results in the same expected payoff for the agent.
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The value of additional information - continued

Jensen’s inequality and∫
U(s(x , y))g(x , y)dy =

∫
U(s(x))g(x , y)dy implies that∫

s(x , y)g(x , y)dy ≥
∫
s(x)g(x , y)dy and thus∫

(x − s(x , y))g(x , y)dy ≤
∫
(x − s(x))g(x , y)dy , and, using

Jensen’s inequality again that∫
G (x − s(x , y))g(x , y)dy ≤

∫
G (x − s(x))g(x , y)dy ,

and ∫ ∫
G (x − s(x , y))g(x , y)f (x , y , a)dydx

≤
∫ ∫

G (x − s(x))g(x , y)f (x , y , a)dydx ,

so the principal is weakly better off. Intuition: the principal, through
contracting only on x , reduces the risk imposed on the agent.
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The value of additional information - continued

Now prove only if: assume s(x) is the optimal contract when x is the
only contracting variable, now consider adding δ(x , y) to s(x) and
consider the variation in the principal and the agent’s payoff:

δEP = −G ′(x − s(x))
∫

δs(x , y)f (x , y , a)dy

+µU ′(s(x))
∫

δs(x , y)fa(x , y ; a)dy ,

and
δEA = U ′(s(x))

∫
δs(x , y)f (x , y , a)dy .

If y is informative, then there exists a set Y in the support of y so
that

∫
Y f (x , y , a)dy ≡ f (x ,Y , a) 6= 0 and

fa(x ,Y , a)
f (x ,Y , a)

>
fa(x ,Y c , a)
f (x ,Y c , a)

,

where Y c is the complement of Y .

Xu Jiang () BA 932 Session 1 Basic Moral Hazard Models January 16th, 2024 21 / 49



The value of additional information - continued

Choose a variation δs(x , y) so that δs(x ,Y ) > 0 and
δs(x ,Y )f (x ,Y , a) + δs(x ,Y c )f (x ,Y c , a) = 0, we then have
δEA = 0 so the variation makes the agent indifferent.
We also have

δEP = µU ′(s(x))[δs(x ,Y )fa(x ,Y , a) + δs(x ,Y c )fa(x ,Y c , a)

= µU ′(s(x))δs(x ,Y )f (x ,Y , a)[
fa(x ,Y , a)
f (x ,Y , a)

− fa(x ,Y
c , a)

f (x ,Y c , a)
] > 0,

so the variation makes the principal strictly better off. Therefore
contracting on y results in Pareto improvement compared to
contracting only on x .
Intuition: while the agent is risk-averse, the agent is locally
risk-neutral so for small enough variation the agent is better off if y is
suffi ciently informative as including y helps improve the agent’s effort
incentive, as the principal’s utility increase solely comes from the
relaxation of IC constraint.
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Multi-task principal-agent models (HM 1991)

The basic moral hazard formulation focus on single task and thus
single action.

HM discusses multi-task models in a traditional risk-averse agent
framework.

It tries to explain, among others, why employment contracts used in
practice often use fixed wages (and thus provide muted incentives)

Intuition: if the outcome of one task is easier to measure than the
other, then the agent will put more effort on the task whose outcome
is easier to measure at the expense of insuffi cient effort for the other
task -> optimal contract may want to use fixed wages to mute the
agent’s incentive to exert too much effort on the
easier-to-measure-outcome task.
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HM 1991 - Model Setup

Without loss of generality look at two tasks, whose outcomes x1 and
x2 are (stochastically) determined by two actions, a1 and a2,
respectively.

The agent is paid wage w that depends on the outcomes of the two
tasks and has CARA utility function U(w) = −e−r (w−C (a1,a2)) and C
is a strictly convex function of a1 and a2
x1 = a1 + ε1 and x2 = a2 + ε2 where ε1 ∼ N(0, σ21), ε2 ∼ N(0, σ22)
and cov(ε1, ε2) = σ12

Holmstrom and Milgrom (1987, Econometrica) show that optimal
contract is linear in this CARA utility and normal distribution
framework (which introduces a stream of literature called LEN) ->
we will not get into the technical details -> optimal contract
w(x1, x2) = α1x1 + α2x2 + β for some to-be-determined coeffi cients
α1, α2 and β.
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HM 1991 - Technical details

Given the optimal contract w , the agent’s certainty equivalent is
α1a1 + α2a2 + β− C (a1, a2)− r

2α′Σα, where α = (α1
α2
) and

Σ = (
σ21 σ12
σ12 σ22

) is the variance-covariance matrix.

The principal therefore chooses α1, α2 and β to solve the following
problem:

max
α1,α2,β

E [x1 + x2 − w(x1, x2)|a1, a2] = a1 + a2 − α1a1 − α2x2 − β

s.t.
α1a1 + α2a2 + β− C (a1, a2)−

r
2

α′Σα ≥ U (IR),

(a1, a2) ∈ argmax
a′1,a

′
2

[α1a1 + α2a2 + β− C (a1, a2)−
r
2

α′Σα] (IC).
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HM 1991 - Technical details, continued

IC constraint thus implies that αi =
∂C (a1,a2)

∂ai
≡ C ′i (a1, a2) for

i = 1, 2.

Further differentiating the above expression with respect to α1 results
in 1 = C ′′11

∂a1
∂α1
+ C ′′12

∂a2
∂α1

and 0 = C ′′12
∂a1
∂α1
+ C ′′22

∂a2
∂α1
. Solving results in

∂a1
∂α1
= C ′′22

D and ∂a2
∂α1
= −C

′′
12
D where D = C ′′11C

′′
22 − (C ′′12)2 > 0 as C is

strictly convex.

We can similarly differentiate with respect to α2, resulting in
∂a1
∂α2
= −C

′′
12
D and ∂a2

∂α2
= C ′′11

D .

Therefore, for i 6= j , ∂ai
∂αj
> 0 if and only if C ′′12 < 0, i.e., it solely

depends on the sign of the cross-partial derivative of the cost function.
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HM 1991 - Technical details, continued

We now go back to the principal’s problem to solve for αi s. Note that
it is straightforward to show that IR binds. This implies that the
principal’s objective function can be written as
a1 + a2 − U − C (a1, a2)− r

2α′Σα.

First order condition with respect to ai results in
1− C ′i − rα′Σ ∂α

∂ai
= 0 for i = 1, 2.

Differentiating αi = C ′i (a1, a2) with respect to aj results in
∂αi
∂aj
= C ′′ij .

Insert into the above first order condition results in

α = (I + rC ′′Σ)−1
(
1
1

)

Xu Jiang () BA 932 Session 1 Basic Moral Hazard Models January 16th, 2024 27 / 49



HM 1991 - Technical details, continued

If the tasks are independent (i.e., C ′′ij = 0) and that the signals are
independent (i.e., σ12 = 0), then αi =

1
1+rC ′iiσ

2
i
for i = 1, 2 -> this is

as if the principal contracts on two tasks separately, as there is no
interdependencies between tasks.
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HM 1991 - Technical details, continued

Suppose C ′′ij 6= 0, σ12 = 0 and σ2 → +∞, i.e., only the output of the
first task is informative about the effort exerted in the first task, then

α1 =
1− C ′′12

C ′′22

1+rσ21 [C
′′
11−

(C ′′12 )
2

C ′′22
]
and α2 = 0. In addition, if C ′′12 < 0 (i.e., two

tasks are complements so exerting effort on one task reduces the
marginal cost of exerting effort on the other task), then α1 will be
higher than when two tasks are independent and will be even higher
the more negative C ′′12 is -> providing agents more incentives so the
agent will exert effort on both tasks. When C ′′12 > 0, then two tasks
are substitutes, and α1 will be lower than the independent tasks case
and will be even lower the more positive C ′′12 is -> providing agents
less incentives so the agent will exert less effort on task 1 and more
effort on task 2
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HM 1991 - Technical details, continued

Further assume that C (a1, a2) = c(a1 + a2), then C ′′12 = C
′′
22,

resulting in α1 = α2 = 0 -> in this case only total effort matters so
the principal gives up providing incentives as providing any incentive
results in the agent exert action on task 1 and not on task 2 ->
explains why sometimes wage contracts are fixed
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Multi-agent principal-agent models (H 1983)

H 1983 studies the case when there is one principal and multiple
agents. Consider a principal and multiple agent generates two issues:

If there is a single output which depends on the effort level of all team
members, there is freerider problem among members and how can this
issue be resolved?
If each agent produces similar outputs that depends on each one’s
effort, can we use relative performance contracts to induce agents to
work harder by pitting one against the other?
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H 1983 - Single output and team production

Assume n agents and each agent i takes an action ai ∈ Ai = [0,∞)
with cost of taking action: vi (ai ) with v ′i > 0 and v

′′
i > 0.

Each agent has the utility function ui (mi , ai ) = mi − vi (ai ). Total
output x that depends on a = (a1, a2, ..., an) = (ai , a−i ), i.e., team
effort.

Each agent shares Si (x) ≥ 0 of the total output.
A budget balancing sharing rule is defined as any Si (x) such that
n

∑
i=1
Si (x) = x ∀x .
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H 1983 - Single output and team production, continued

Given a−i , the joint output of others, each agent chooses ai to
maximize Si (x(ai , a−i ))− vi (ai ) -> individually optimal.

First order condition of individual optimization implies that
dSi
dx ×

∂x (ai ,a−i )
∂ai

= v ′i (ai )

Socially optimal will choosing a to maximize x(a)−
n

∑
i=1
vi (ai ).

First order condition of social optimization implies that
∂x (ai ,a−i )

∂ai
= v ′i (ai ).

Therefore, for the socially optimal solution to be identical to
individually optimal solution, we need dSi

dx = 1 for any i -> each agent
needs to take full output risk at the margin.
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H 1983 - Single output and team production, continued

However, dSidx = 1 is inconsistent with budget balancing as budget

balancing, which is
n

∑
i=1
Si (x) = x , requires

n

∑
i=1

dSi
dx = 1.

Intuition: budget balancing requires all output be allocated among the
agents -> each agent incurs the full marginal cost but only fractional
marginal benefit -> agent has incentive to freeride on others
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H 1983 - Single output and team production, continued

Breaking budget balancing (i.e.,
n

∑
i=1
Si (x) < x) may result in

individually optimal solution to be the same as socially optimal
solution

Suppose a∗ is the socially optimal. Now let bi be a set of numbers

such that
n

∑
i=1

bi = x(a∗) and let Si (x) =
{
bi if x ≥ x(a∗)
0 if x < x(a∗)

.

If all other agents choose a∗−i and agent i chooses ai > a
∗
i the agent

gets nothing more but higher effort so this is suboptimal
If agent i picks ai < a∗i then x < x(a

∗) and the agent gets nothing
which is also suboptimal
Intuition: breaking budget balancing means that each agent cannot
freeride -> if the agent exerts low effort then the whole team including
the agent itself is penalized
This type of contract works because there is no uncertainty; however,
even when uncertainty exists one can use this type of contract to get as
close to socially optimal solution as possible, when certain technical
assumptions are satisfied
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H 1983 - Relative performance evaluation (RPE)

Consider now each agent i produces xi (ai , θi ) and total output

x(a, θ) =
n

∑
i=1
xi (ai , θi ) with θ = (θ1, θ2, ..., θn). When should RPE be

used?

Theorem 7 shows when it should not be used -> assume that xi (a, θ)
is monotone in θ, then RPE is not optimal if and only if xi s are
independent.
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H 1983 - RPE, continued

Proof of Theorem 7: “if”part -> if θi is independent then the
density function f (x |a) = Πn

i=1fi (xi |ai ) -> xi is a suffi cient statistic
for x w.r.t. ai -> optimal contract therefore only depends on xi and
RPE is not optimal (Theorem 5 which is essentially a multi-action
version of the suffi cient statistic result in Holmstrom 1979)

Proof of Theorem 7: “only if” part -> suppose θ1 and θ2 are
dependent, fix a2 at a∗2 -> since x2 = x2(a∗2 , θ2) is monotone in θ2,
θ2 = x−12 (a∗2 , x2). Similarly θ1 = x−11 (a1, x1) -> the joint distribution
of θ1 and θ2, f̃ (θ1, θ2) = f̃ (x−11 (a1, x1), θ2). We therefore have

fa1(x1|θ2, a1)
f (x1|θ2, a1)

=
f̃1(x−11 (a1, x1), θ2)

f̃ (x−11 (a1, x1), θ2)

∂x−11 (a1, x1)
∂a1

,

which depends on θ2 as θ1 and θ2 are dependent. Therefore contract
that only depends on x1 is not optimal.
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H 1983 - RPE, continued

An example: xi (ai , θi ) = ai + η̃ + ε̃i ; there is a common noise η̃,
whereas ε̃i are independently distributed, normal with precision τi .
Then Theorem 7 shows that RPE is optimal. In addition, one can
show that the optimal contract is a function of xi and Σ τi

Στi
xi . If

τi = τ ∀i , then the optimal contract is a function of xi and Σxi
n , i.e.,

agent i’s output and the average output of all others.

Intuition: since η̃ is common among all agents, RPE, by filtering out
the common noise, reduces the risk imposed on the contract and thus
improves welfare.

Theorem 9 shows that when n→ +∞, optimal contract can achieve
the optimal action in the absence of η̃. This result is straightforward
as when n→ +∞, law of large numbers indicates that RPE filters out
completely the common noise as the (weighted average) output
perfectly reveals η.
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Basic moral hazard model -binary formulation

To get more insights (and incorporate other features in the moral
hazard setting as we see later) we now turn to binary formulation.

Assume that a ∈ {ah, al} and x ∈ {xH , xL}. Denote
ph = Pr(xH |ah) > pl = Pr(xH |al ). Normalize V (al ) = 0 and
V (ah) = V .

The (now assumed risk-neutral) principal therefore chooses the
optimal contract s(xH ) ≡ sH and s(xL) ≡ sL to maximize
ph(xH − sH ) + (1− ph)(xL − sL) subject to

phU(sH ) + (1− ph)U(sL)− V ≥ U (IR),

and

phU(sH ) + (1− ph)U(sL)− V ≥ plU(sH ) + (1− pl )U(sL) (IC).

Xu Jiang () BA 932 Session 1 Basic Moral Hazard Models January 16th, 2024 39 / 49



Solving for the binary formulation

Solving for those contracting problems depends crucially on
identifying which constraints bind and which ones do not.

For this problem both IR and IC constraint binds.

Proof of IR binding: suppose not, then
phU(sH ) + (1− ph)U(sL) > U. Reduce U(sH ) and U(sL) by some
small amount ε > 0 will result in IC still holds but increase the
principal’s payoff as both sH and sL are reduced by U−1(ε).
Intuition: IR not binding is equivalent to leaving money on the table
-> reduce payment unconditionally makes the principal better off till
the IR constraint binds.
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Solving for the binary formulation - continued

Proof of IC binding: suppose not, then
phU(sH ) + (1− ph)U(sL) > plU(sH ) + (1− pl )U(sL). Consider
reducing U(sH ) by ε and increasing U(sL) by ε ph

1−ph . IR would still
hold and IC will also hold if the IC is slack and ε is small, as the left
hand side of IC is unchanged and the right hand side of IC increases
by −pl ε+ ε ph(1−pl )1−ph = ε ph−pl1−ph > 0. The principal would be better off
as phU−1(U(sH )− ε) + (1− ph)U−1(U(sL) + ε ph

1−ph ) <

phU−1(U(sH )) + (1− ph)U−1(U(sL)), which is due to the convexity
of U−1 so

ph [U
−1(U(sH )− ε)− U−1(U(sH ))]

= −ph
ε

U ′(ξ1)

< (1− ph)[U−1(U(sL))− U−1(U(sL) + ε
ph

1− ph
)]

= −ph
ε

U ′(ξ2)
,
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Solving for the binary formulation - continued

as
ξ1 ∈ (U−1(U(sH )− ε),U−1(U(sH ))) > ξ2 ∈ (U(sL),U(sL) + ε ph

1−ph )
for small ε. Intuition: IC not binding implies that the principal is
imposing too much risk on the agent’s compensation contract to
induce the agent to exert high effort -> can reduce the risk in the
contract while still inducing the agent to exert high effort and such
risk reduction is beneficial to the principal as it reduces the expected
contract payment.
We thus have two binding constraints, which directly solves the two
variables U(sH ) and U(sL) (without even needing to solve the
maximization problem directly): U(sH ) = U +

V (1−ph)
ph−pl and

U(sL) = U − Vph
ph−pl . Under first-best (i.e., IC not binding)

U(sH ) = U(sL) = U. Therefore the optimal contract under moral
hazard imposes risks on the agent’s payment in order to induce high
effort. The higher ph − pl , the more informative the output x is about
effort, the lower the spread.
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Alternative formulation of moral hazard problem -
risk-neutral agent with limited liability

Instead of assuming risk-averse agents, assume instead risk-neutral
agent with limited liability, i.e., payoff to the agent has to be no
smaller than some lower bound.

Risk-neutrality with limited liability is an extreme version of
risk-aversion -> agent’s downside risk becomes infinitely large when
the downside exceeds some lower bound. However, this formulation is
much more tractable and so can be used to incorporate other
interesting features.
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Risk neutral model setup

Again assume that a ∈ {ah, al} and x ∈ {xH , xL}. Denote
ph = Pr(xH |ah) > pl = Pr(xH |al ). Again normalize V (al ) = 0 and
V (ah) = V .

Both the principal and the agent are risk-neutral: principal offers the
agent contract s(x) so the principal’s utility is x − s(x) and the
agent’s utility is s(x). Limited liability requires that s(x) ≥ 0 ∀x .
The principal chooses s(xH ) ≡ sH and s(xL) ≡ sL to maximize
ph(xH − sH ) + (1− ph)(xL − sL) subject to

phsH + (1− ph)sL − V ≥ U (IR),

phsH + (1− ph)sL − V ≥ pl sH + (1− pl )sL (IC),
si ≥ 0 for i = H, L. (LL)
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Solving for the risk neutral model

The key difference between the risk-neutral model and the risk-averse
model is that IR may not necessarily bind -> recall that in the
risk-averse model we prove that IR binds by showing that if IR does
not bind, we can reduce sH and sL by ε and increase the principal’s
payoff -> such trick may not work if the LL constraints are binding.

Suppose U is suffi ciently large so that LL does not bind as both sH
and sL has to be positive, then the moral hazard friction does not
cause any issue -> even though sH > sL, such spread does not cause
any distortion because the agent is risk-neutral.

We now focus on the more interesting case when U is not suffi ciently
large so that LL constraints are binding.
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Solving for the risk neutral model, continued

Note that the IC constraint is equivalent to sH − sL ≥ V
ph−pl . Again

one need spread on payments to the agent to induce the agent to
exert high effort.

The principal’s payoff is clearly decreasing in sH and sL. Therefore, so
long as U ≤ ph V

ph−pl , the principal will set sL = 0 and sH =
V

ph−pl .

When U < ph V
ph−pl , clearly the IR constraint is not binding and the

moral hazard friction results in worse outcome for the principal (as in
the absence of moral hazard the principal would pay the agent
sH = sL = U, resulting in less payment).

Holmstrom and Tirole 1998 JPE “Private and public supply of
liquidity”use this framework to show (among others) that moral
hazard results in ineffi ciency in terms of less positive NPV project
being financed (also called “credit rationing”), which we will discuss
later.

Xu Jiang () BA 932 Session 1 Basic Moral Hazard Models January 16th, 2024 46 / 49



Takeaway of basic moral hazard models

When effort is not observable, optimal contract involves a tradeoff:
no risk in the contract induces no incentives for the agent to exert
effort, but too much risk in the contract is suboptimal from an
optimal risk-sharing perspective as the agent is more risk-averse

Optimal contract in a single principal-single agent setting always
incorporates some risk in the contract to provide incentives

It is always optimal to include more performance measures in the
contract so long as the performance measure has some incremental
information about action -> inconsistent with contracts used in
practice which usually have very few performance measures
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Takeaway of basic moral hazard models, continued

Single principal-multiple agent setting has two new issues: free-riding
in a team production setting that requires a suffi cient team penalty if
the output is lower than certain threshold; when each individual
produces some similar output, can use RPE to filter out common
noise as well as inducing each agent to exert high effort

Single agent and multiple task setting has the potential to explain
why commonly observed contract incentives are weak -> too much
incentive may result in agents exerting excessive effort on tasks that
are easier to measure performance, at the expense of insuffi cient
effort on other tasks

Risk-neutral agent with limited liability provides an alternative and
simpler way to study agency problems that makes it more convenient
to incorporate other features, as we will see later
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Next class

Moral hazard issues in a dynamic setting (Holmstrom 1999) -> career
concern issues due to the dynamic nature

Adverse selection models -> back to hidden information problem but
this time relying on contracts rather than market to (partially) resolve
this issue -> mechanism design approach

Xu Jiang () BA 932 Session 1 Basic Moral Hazard Models January 16th, 2024 49 / 49


